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Logistics

¢ Course website with video links
e Piazza and Gradescope

® Pset 1 out tomorrow (due 2/14)

Outline

* Quantum computers and their impact
¢ Why post-quantum cryptography?
¢ Stretch break.

* A taste of quantum cryptanalysis
- Grover Search

- Shor’s Algorithm
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Overview

This is a graduate course in applied cryptography. The goal of an
introductory course, such as 6.1600, is to teach you how to use crypto-
graphic tools. The goal of this course, in contrast, is to teach you how
to build cryptographic tools.

The excellent thing about this type of course is that it is not a
prerequisite for anything so Yael and I can teach whatever we want—
whichever ideas are most beautiful, most powerful, and most fun to
study. The sort of things we will look at are:

* how to design encryption systems that are secure even
against quantum computers,

* how to fetch record from a database without revealing what
you fetched (“private information retrieval”),

¢ how to compute functions on encrypted data (“fully homo-
morphic encryption”),

¢ how to verify a computation that someone else did without
re-running the entire computation (“verifiable computation”),
and

* how to break cryptosystems: to factor big integers, and so on.

At the end of class, we will have two special guest lectures.

Warning: Since this is a graduate course, we will assume some famil-

iarity with basic cryptographic tools. At the same time, we will try to The lecture notes for 6.1600 summarize
much of the background material that

make the course as self-contained as possible. If you can complete the ,
you will need.

first problem set, you will be in good shape for the rest of this course.

This course will almost exclusively cover post-quantum crypto-
graphic primitives. For this first lecture, I thought I would spend
some time discussing what quantum computation is, what post-
quantum cryptography is, and why we are focusing on it in an ap-
plied cryptography course.

Post-quantum cryptography

The field of applied cryptography is in the midst of a major shift:
The threat of quantum computers means that governments and tech
companies are beginning to replace well-understood classical cryp-
tosystems, with analogues that are secure against large-scale quan-
tum computers. As a result, there has been a flood of newly designed
“post-quantum” cryptosystems, and many neat results breaking
these systems as well.


https://github.com/mit-pdos/6.1600-notes/releases/latest/download/lecture-notes.pdf

Whether or not large-scale quantum computers ever come to ex-
ist, computer systems will use post-quantum cryptography. A pri-
mary reason for this is that the U.S. government is a major buyer of
computer systems, and NSA has mandated that by 2027, new gov-
ernment systems processing classified information must support
post-quantum cryptographic algorithms.

Before talking about what post-quantum cryptography is in more
detail, let’s talk about what quantum computers are.

Quantum computing

Two canonical models of classical computation are Turing machines
and Boolean circuits; these models capture the sorts of computations
that we can run on our phones and laptops.

We model quantum computation with analogues of these classical
computing models—quantum Turing machines and quantum cir-
cuits. These quantum models of computation are almost as simple as
their classical counterparts.

The surprise of quantum computers is that there are certain com-
putational problems that we suspect to be hard (not polynomial-time)
for classical computers but easy (polynomial time) on a quantum
computer. As you may have heard, factoring is one such problem.

At the same time, quantum computers do not seem that powerful:
for most computational problems that you will have seen in an al-
gorithms course, quantum computers give modest (i.e., polynomial)
speedups at best.

How are quantum computers different than classical ones? ~This is not

a course on quantum computation, so we will not have time to see
exactly what a quantum circuit looks like. Instead, let me try to give
a little bit of intuition as to how a quantum computer is different
from a classical computer.

A classical computer, when running a randomized algorithm,
deals with probabilities, which many of us have pretty good intuition
about. In particular, probabilities, as non-negative real numbers, have
nice monotonic behavior: the more ways an event can happen, the
more likely it is to occur. That is, the more lottery tickets you buy, the
more likely you are to win the lottery.

Quantum computers deal with amplitudes, which are complex
numbers that can have negative sign. Amplitudes—precisely because
they can have negative components—do not have the nice monotonic
behavior of probabilities. That is, in a quantum world, if an event
can happen in more different ways, it might occur less often. Or, in
a quantum world, buying more lottery tickets might decrease your
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The Stanford Encyclopedia of Philos-
ophy article has more details on the
history and pointers to the relevant

papers.

I seem to remember Scott Aaronson
describing classical versus quantum
computation in this way, but now I
cannot a citation for it. Any garbling of
the facts here is my fault.


https://media.defense.gov/2022/Sep/07/2003071836/-1/-1/0/CSA_CNSA_2.0_ALGORITHMS_.PDF
https://plato.stanford.edu/entries/qt-quantcomp/
https://plato.stanford.edu/entries/qt-quantcomp/

chances of winning the lottery!

The fact that you can add two non-zero amplitudes and get a zero
(not true for probabilities) is in some sense the source of a quantum
computer’s apparent power.

The surprise

Physicists first started thinking about quantum computation as a tool
for simulating quantum-physical systems. Feynman pointed out that
quantum-physical systems—which deal in amplitudes—seem to take
exponential time to simulate on classical computers—which deal in
probabilities. So, for running a simulation of a quantum system, it
seems natural to reach for a quantum computer.

The gigantic surprise in early 1990s was the discovery by Shor
(1994) that quantum computers can be useful for other things as well!
In particular, Shor demonstrated that polynomial-size quantum cir-
cuits can factor integers and compute discrete logs—in Z3, elliptic
curve groups, and actually any group we would ever use for cryptog-
raphy.

More precisely, if you could implement a quantum circuit with
some big-but-not-necessarily-infeasible number of gates (this paper
estimates roughly 240 gates) you could factor the 2048-bit integers
that we use in the RSA cryptosystem.

The consequence of Shor’s algorithm is that a large-scale quantum
computer could theoretically break both of the popular assumptions
underlying essentially all public-key cryptography in use today.

In particular, a quantum computer will render our beloved Diffie-
Hellman key-exchange protocol unusable.

On top of that, in 1996, Grover showed that large-scale quantum
computers can theoretically break block ciphers much faster than we
would expect.

In the second half of this lecture, I will come back to both of these
results in more detail.

How quantum computers affect cryptography

In cryptography, we tend to think of the world as divided into honest
parties and adversaries. In today’s classical world, we model both
honest parties and adversaries as algorithms running on classical
computers, communicating over classical channels.

If large-scale quantum computers were to exist, we can think of
either the classical party or the adversary running on a quantum
computer (Table 1).

Making the matter more complicated still, in the quantum-quantum
setting, we can think of parties as communicating over quantum
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There has been some exciting recent
work on reducing the number of gates,
but I don’t think anyone has worked
out the constants involved in these
newer factoring algorithms yet.


https://eprint.iacr.org/2023/092.pdf
https://arxiv.org/abs/2308.06572
https://arxiv.org/abs/2308.06572
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Honest parties Adversary What we call it Table 1: Four flavors of cryptography
Classical Classical ~ Classical cryptography with quantum computers.
Classical Quantum  Post-quantum crypto. (This class)

Quantum Classical ~ Not obviously interesting

Quantum Quantum  Quantum cryptography

channels. (Do not worry about what that even means.)

In this course, we will be discussing post-quantum cryptography:
cryptosystems that run on classical computers, but that are plausibly
secure against attackers running on quantum hardware. Quantum
cryptography—algorithms that require the honest parties to run on
quantum computers—are the topic for another course.

Fortunately for us, post-quantum cryptography looks very much
like classical cryptography. The only change is that we have to:

* base our cryptosystems on computational problems that
seem hard for both classical and quantum computers and

* set the parameters of our schemes (e.g., secret key lengths) to
defeat the best-known quantum attacks.

Practical feasibility

The world so far has had frustratingly little success at building phys-
ical realizations of large-scale quantum circuits. Unfortunately, there
is a lot of marketing and hype in the quantum-computing world that
muddies the water about what the current state of progress is in the
field. For the purposes of this course, it is safe to say that it would be
a major shock if a quantum computer was able to break any of the
cryptosystems we use today within the next ten years, and probably

within the next twenty years as well. I have heard cynics say that “Quantum
computers have been ten years away for

If that is the case, why are we bothering with post-quantum cryp- the vast thirt .
e past thirty years.

tography in this course? For what it’s worth, many cryptogra-
phers suspect that the cryptosystems
we use today are much more likely
to be felled by improved classical al-

. o . . orithms than they are by large-scale
There is a principled reason and a practical reason for studying post- iuanmm Computeyrs. v e

Why study post-quantum cryptography today

quantum cryptography today.

The principled reason is that post-quantum cryptography can defend
against “store-now-decrypt-later” attacks, in which an adversary
records a bunch of encrypted traffic today, with the hope of decrypt-
ing the traffic later using a quantum computers. Certain types of
classified data in the U.S. are supposed to remain classified for 25
years or more, so for these applications, it makes sense to choose en-
cryption systems today that can defend against the computers that an
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attacker will be using in 2050.

Moreover, an attacker might not announce when they have con-
structed a large-scale quantum computer and has started decrypting
your traffic. So it makes sense for governments to deploy cryptogra-
phy that are secure against the computer systems that they suspect
other governments will be using in 2050.

The pragmatic reason  to study post-quantum cryptography, even if
you are quite sure that a large-scale quantum computer will never
exist, is that U.S. government agencies will force their suppliers to
support post-quantum algorithms by 2027. Therefore, by 2027, all
of the major tech companies will support these algorithms. And
so, by 2027, you, your friends, and your family, will all be using
post-quantum cryptographic algorithms, whether you believe that
quantum computers will ever exist or not. So, understanding post-
quantum schemes is a prerequisite to being an educated cryptogra-
pher today.

The first batch of NIST post-quantum standards just came out in
August 2024, so this is all very new and exciting.

The intellectual reason. Maybe the best reason to study post-quantum
cryptography is that the algorithms themselves are delightful. In
addition, the hard problems that we use to construct post-quantum
encryption and signature schemes are tremendously flexible. From
these hard problems, we can construct cryptosystems with powerful
functionality that we cannot seem to get from factoring or discrete-

log-type cryptography.

Course logistics

Having piqued your interest (I hope), let’s talk briefly about course
logistics. The details are all on the website; I will only summarize the
high points here.

¢ Course staff:
— Faculty: Yael Kalai, me

- TAs/LAs: Katarina Cheng, Leo Wang, and Luke
Wagner

¢ Course website: https://65610.csail.mit.edu/

Piazza link is there

Gradescope code is on Piazza

Video links are there

We will try to post notes there before lecture
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https://csrc.nist.gov/News/2024/postquantum-cryptography-fips-approved
https://65610.csail.mit.edu/
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¢ Communication: Please do by Piazza for almost everything.

— Public notes for questions, please. (You can be
anonymous!)

— Exception: Sensitive personal situation that you want
to share with me or Yael and do not want

— Exception: Anonymous course feedback. We love it!
Please send it this link, which is also on the website.

e Recitations: We will have them on the course calendar

¢ Assignments
— 40% — Four problem sets (due on Fridays).

+ Since this is an applied crypto class, we will
have some programming on almost every
problem set.

+ The first two you must do in teams assigned
by the course staff.

+ Will email assignments shortly.

+ We use Ron Rivest’s very student-friendly
system to weight the problem sets. See the
course website.

- 20% — One quiz on April 16.
— 40% — The final project! Your chance to get a taste of

security /cryptography research.

+ Done in teams of 3-4 students. (Teams may
change; see details.)

» The details are listed on the course website.

+ Many small check-in assignments to make
sure that you are making good progress.

+ The report must explain who did what.

¢ Late policy: On the course policies page.

The Bottom Line

As an applied cryptographer, the two critical pieces of knowledge
are:

* Via Shor’s Algorithm, give polynomial-time attacks on
factoring- and discrete-log-based cryptosystems. A large-
scale quantum computer could completely break our classical
key-exchange protocols, public-key encryption systems, and
digital-signature schemes are completely broken.


https://mit.co1.qualtrics.com/jfe/form/SV_dmtuhhWTA4qTNTU

COURSE INTRODUCTION

* Via Grover Search, give faster—but still exponential-time—
attacks on block ciphers and hash functions. The conse-
quence is that we need to double our key sizes (or output
size, for hash functions) to achieve the same level of security.

This explains why the post-quantum parts of this course will focus
on public-key algorithms. Our symmetric-key cryptosystems are still
basically fine to use, provided we bump up the key size.

Let us look at both of these algorithms in a bit more detail.

Grover search

To get a flavor of the power of quantum computers, let’s look at the
API of Grover’s algorithm.
We call the following problem unstructured search:

e Given: A function f: {0,1}" — {0,1}.
* Find: A value x € {0,1}" such that f(x) = 1, if one exists.

With a classical computer, solving this type of “black-box” search
problem is very hard. Given only black-box access to the function f,
it will take every classical algorithm Q(2") invocations of f to find
a solution with constant probability. The algorithm is the obvious
one: just brute-force start guessing x’s and search for an x such that
flx) =1

In contrast, Grover gives a quantum circuit for this problem that
has size poly(n) |f| - 2"/2, where | f| denotes the size of the represen-
tation of f as a Boolean circuit. So, if f is an efficient function, Grover
search can solve the problem with a quantum circuit of size roughly
2n/2,

To compare: If n = 128, a classical computer takes an infeasible
2128 invocations of f; the quantum circuit uses a very plausible 264
invocations of f . The Bitcoin network is computing 2%°

The power of Grover’s search is that the algorithm is completely hashes per second.
agnostic to the function f. It works for all efficient functions.

An application: Decryption under known-plaintext attack. Grover
search can speed up key recovery under known-plaintext attack on a
symmetric-key cryptosystem.

Let Enc(k, m) be a symmetric-key encryption scheme that takes as
input an n-bit key k and a 10n-bit message m, and outputs a 10n-bit
ciphertext. (Assume that Enc is deterministic; the same attack works
if it is randomized.)

Recall that in a known-plaintext attack, an attacker gets hold of a
message m, e.g., m = “GET / HTTP/1.1”, and a ciphertext ¢ encrypt-
ing the message m. Say that the attacker’s goal is to recover the secret
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encryption key k used to encrypt the ciphertext. Assume further that
there is a unique encryption key k that will produce this plaintext-
ciphertext pair. That is, assume that if Enc(k,m) = Enc(k’,m), then

k=K. Heuristically, as soon as the plaintext
The attacker’s task is this: is longer than the key, we willnot
expect to find two distinct keys that will
* Given: A message m and a ciphertext ¢ + Enc(k, m), produce the same plaintext-ciphertext
for a random key k <& {0,1}". pair.

¢ Find: The encryption key k.

Solving this problem on a classical computer requires brute-force
guessing the n-bit secret key, which would take roughly 2" time.

On a quantum computer, we can apply Grover search to solve this
problem. To do so, define the following function f;; ., which has the
message m and ciphertext ¢ hardwired into it:

Fe(x) = 1 ifc ::. Enc(x, m)
0 otherwise.

Observe that, since Enc is an efficient function, f is easy to compute
on any input x given the pair (m, c) that the attacker has. More im-
portant, notice that for all x* € {0,1}", fic(x*) = 1if and only if
Enc(x*,m) = c. We also have that Enc(x*,m) = ¢ = Enc(k, m); by
our assumption that implies that x* = k. So finding the point x* that
makes fy, . output 1 is enough to recover the secret encryption key.

Since the function f;, . has an n-bit domain, Grover Search can find
the key in time roughly 2"/2. So this cryptanalytic problem, which
would have taken roughly 2" time on a classical computer could
theoretically take roughly 2"/2 time on a quantum computer.

We typically aim for 128-bit security—to protect against all attack-
ers running in time at most 2'?8. The upshot of this discussion is that
to get 128-bit security against quantum attackers, you need to use at
least 256-bit encryption keys.

Shor’s algorithm

To get a flavor of the power of quantum computers, let’s look at the
API of Grover’s algorithm.
We call the following problem period finding;:

* Given: Integers d and N, and a function f: Z‘Ii\, — Z4,.

¢ Find: A non-zero value A € Z‘I’l\, such that for all x € Z4,,
f(x) = f(x+ A), provided that such an A exists.
Take d = O(1) throughout. Classically, for a black-box function f,
this will take super-polynomially many queries to the function f—
and apparently exponential when d is large. The surprise is that there
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is a quantum circuit of poly(log N) size that can solve this problem
with good probability. This is an exponential speedup! (Contrast this
with the mere square-root speedup that Grover search gives.)

It will also be important that if there are multiple solutions A
to the period-finding problem, Shor’s algorithm will return one at
random.

Let’s see how a period-finding algorithm can help us solve discrete-
log and factoring. I realize that many of you may not have the back-
ground to understand this part. Don’t worry! You can safely ignore it
since we will not be talking about either of these problems almost at
all in this course.

Using Shor to solve the discrete-log problem. The discrete-log problem
that we use in classical cryptography is as follows:
* Given: A group G of prime order g with generator g, and a
problem instance 1 € G for h < G.

* Find: The unique value z € Z; such that h = ¢* € G.

It is not necessarily obvious how to use Shor’s algorithm to solve
this problem. Shor’s clever idea is to take d = 2 and then define the
function fg;(x,y) := g* - h¥ € G that has the group elements ¢ and
h hardcoded into it. Observe that the function f is efficient: it just
requires computing the group operation in G O(logg) times.

Now, say that we could find a non-zero value A = (dp,d1) € Zé
such that for all (x,y), it holds that f(x,y) = f(x + &y, + 61). Then
I claim that we can usually use A to recover the discrete log z that we
are after. In particular, see that we have:

gxhy _ gx+(50 (gZ)y+51 cG
_ gx+§0 (gz)y+§1 cG
— gx+50gyz+(51z cG

gfélz — g50 c G
—d01z=14y € Zq
= —0y/d € Zq.
The only concern here is that if /1 = 0, the inversion in this last

step is ill-defined. Fortunately, there are roughly g possible periods
(60, 61)—each has the form (x, —a/z), and only one of these is bad
for us. So with overwhelming probability 1 — 1/¢, over the coins of
Shor’s algorithm, we can use the period A to solve the discrete-log
problem.

10
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Using Shor to factor RSA numbers Euler’s Theorem implies that for
an RSA modulus N = pgq for primes p, g, for all a € ZJ;, and for
$(N) =(p—1)(g — 1), we have

a*N) = 1 mod N.

To use our period-finding weapon, we can just take d = 1, choose
some random a € Z3;, and define the function

fan(x) :=a" mod N.

This function is efficiently computable—it just requires an exponenti-
ation.

By Euler’s Theorem, we know that ¢(N) is one period of the func-
tion f, y. Moreover, it is possible to show that, for a random a € Z3,,
¢(N) is the unique period.

All that remains is to show how to use ¢(N) to factor the modu-
lus:

Claim 1. There is an efficient algorithm that takes as input N and
¢(N) and outputs the factors of N.

Proof idea. The basic idea of using ¢(N) to factor N is to see that

¢(N)=(p—-1)(q-1)=N—-(p+q) +1

From this, you can compute ¢(N) — N —1 = (p + g). Now consider
the polynomial
P(X) = X* = (p+q)X+pq

over the integers. This polynomial has as its roots p and 4. Use the
quadratic formula to find the factors of N. O

References
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